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Introduction

Drilling and completion cost estimates can have a large impact on capital investment decisions in E&P. Therefore, well construction organizations must exercise care in selecting the appropriate estimating method for each stage of project development. Good estimating methods and processes are those that thoughtfully balance the level of detail and engineering effort with the purpose of the estimate and the decision it is being used for. This paper proposes regression analysis as an appropriate method to develop probabilistic estimates for use in portfolio management decisions, lease sales, property valuations, project feasibility studies, and in the early stages of concept selection. It provides a theoretical overview of the method and discusses potential problems encountered in implementation. A demonstration is provided using recent deepwater drilling data from the Gulf of Mexico. 

Regression analysis is appealing because it can be applied with relatively little information, and it can be used to develop probabilistic estimates in a rigorous and systematic way. When detailed bottom-up estimates are developed in the latter stages of concept selection and beyond, regression analysis can be used for internal benchmarking to validate estimates and to prevent major errors and omissions.

Regression Analysis Overview

The primary purpose of regression analysis is to specify and estimate mathematical models of the relationship between a dependent variable (e.g. cost, schedule) and independent variables (e.g. measured depth, number of casing points) that influence the dependent variable. The most basic of regression methods is called Ordinary Least Squares, or OLS regression. To implement OLS, the engineer first specifies a relationship:
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The variable y is the dependent variable, the x’s are independent variables, the (’s are coefficients, and ( is a random error term. The goal of OLS is to estimate the coefficients of this relationship based on a sample of data. That is, the (’s are the “true” coefficients (typically unknowable), and the engineer estimates their values. 

To implement OLS for a sample size of n observations and k independent variables, the relationship to be estimated is defined as follows: 
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The y and the x’s are the same as Equation (1), but the b’s represent the estimates of the (’s. The residual e is defined as the difference between the actual y value and the predicted y value. 

The OLS method solves for the vector b that minimizes the sum of the squared residuals as follows (in matrix notation):
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The result of this minimization yields the following vector of parameter estimates:
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If we assume that the error term is independently and identically distributed with a mean of zero and a constant variance (plus other assumptions, see Johnston and DiNardo (1997)), then the coefficient estimates will be unbiased.

Because the b’s are only estimates of the (’s, one must test the null hypothesis, Ho: bk = 0, for each coefficient. The simplest test is a t-test, and a common threshold for statistical significance in empirical work is a 95% confidence interval. It is common procedure to remove statistically insignificant variables from the model and re-estimate using only significant variables.

Regression Analysis Applications in Drilling

There is a limited literature on regression analysis as applied to drilling operations. Brett and Millheim (1986) specify and estimate simple nonlinear regression models of drilling time in their seminal paper on the application of learning curves to the analysis of drilling data. Their model is attractive because of its simplicity; all that is required is historical data on drilling times. The model abstracts from technical attributes of individual wells and thus provides a high level means to model drilling performance. 

Noerager et al. (1987) present a more detailed case study of drilling time prediction using regression analysis. The authors estimate nonlinear regression models where the dependent variable is specified as a function of the product of the independent variables. The analysis is complete except for statistical significance tests on the coefficients. That is, the vector of coefficient estimates minimizes the residuals, but it is not shown that these estimates are statistically significant. 

Both Brett and Millheim (1986) and Noerager et al. (1987) make an additional contribution by suggesting that the models be used as surveillance tools. As Noerager states, “They provide a scale against which performance can be measured.” This type of performance measurement has come to be known as benchmarking in the current jargon. Estimates are compared to model predictions to identify and then to explain deviations. Such exercises can be important in identifying errors and omissions.

In contrast to the nonlinear regression model of Noerager et al. (1987), a recent paper by Kaiser and Pulsipher (2007) proposes and estimates a linear regression model. The authors also specify a criterion for testing the statistical significance of the parameter estimates that is consistent with the description above. More complex regression models are also available, and sometimes required, depending on the purpose of the analysis (for example, see Jablonowski and Kleit (2006) for examples of drilling time models used to evaluate the owner versus turnkey decision). But in most cases, simple linear regression models will provide the desired result.

There are two major gaps in the existing literature on regression analysis in drilling. The first issue relates to predictions and prediction ranges. It is desirable to specify a procedure for using regression model results to systematically estimate prediction ranges. Noerager et al. (1987) recognize the utility of prediction ranges for estimates so that planners can estimate best and worst cases, and to distinguish normal fluctuations from systematic problems. In their analysis, they compute a standard deviation for each of the estimated equations, although the exact equation used to make this computation is not provided (it is possible that the reported standard deviation is the standard deviation of the residual, but this has not been verified).
The second issue concerns estimating procedures. More detail is needed regarding the practical implementation of regression analysis. Estimating these models is not a trivial undertaking, and there can be difficulties during the estimating process. Some of these difficulties are nuisances, while others are significant and can have a large impact on results. Some problems are obvious and easy to diagnose, while others are subtle and difficult to detect. Many of these problems are especially acute in drilling data, and analysts must be aware of these issues during the estimating process.

The next two sections describe these two issues in more detail and attempt to provide a baseline and departure point for additional research. 

Issue 1: Using Regression Models to Develop Predictions and Ranges

As described in the introduction, this paper proposes using regression models to generate probabilistic prediction ranges. While the mathematics behind the computation of prediction intervals is not novel, it has yet to be discussed in the drilling literature (to the authors’ knowledge), and thus it is worthwhile to highlight and demonstrate its use. This is especially relevant given the current level of interest and investment in probabilistic well cost estimating software and training that is occurring in many drilling organizations. 

The computations are straightforward. When the analyst is satisfied with a regression model, it can be used to make predictions for a new well, and to estimate a probabilistic range around the prediction. If one defines x0 as a 1xk vector of independent variables for the new well, then the variance of the prediction is defined as follows:
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(5)
In practice, the variance of the error term, (2, is not knowable and one uses the variance of the residual, s2, as an estimate (substitute). One can then use this prediction variance to develop the desired probabilistic range around the prediction, for example, P10 and P90 values. 

The appeal of this approach is self-evident. Using only the regression model results, a probabilistic prediction range can be developed. There is no need to specify input distribution shapes and parameters, no need to specify dependencies, and no need to run Monte Carlo analysis. The regression analysis honors all of the historical data and requires fewer assumptions. Prediction ranges derived from regression results are probably sufficient for use in portfolio management, lease sales and property valuations, project feasibility studies, and in the early stages of concept selection.
Issue 2: Challenges in Applied Regression Analysis

Theoretically, regression analysis provides an elegant solution to a complex mathematical problem. However, when one attempts to implement OLS, there are many difficulties that may arise which can cause problems in the interpretation of results. Several of the most common specification problems are discussed here. 

· Data availability and sample size. The quality of a regression model is a function of the quantity and quality of data. When sample sizes are “large” (~30 observations), the engineer can proceed with some confidence. If this is not the case (in drilling, there are sometimes very few observations), the results of the analysis are less reliable. For example, if there are insufficient observations to reliably estimate a deepwater drilling cost model for the Gulf of Mexico, the analyst may pool the data with observations from Brazil. This is an acceptable second best solution, but the engineer must recognize that this approach imposes the constraint that the coefficients in each region are the same. In some cases, such pooling is appropriate, but in other cases it may not be. The analyst must judge whether the pooling of data is appropriate.

· Outliers. Outliers can have a significant impact on the overall explanatory power of a model and individual coefficient estimates. Whether to include or exclude an observation is not an exact science. The engineer must balance the objective of wanting to model all possible outcomes against the deleterious effects of including outlier projects (typically the “disaster” projects). As is the case with sample size, the decision rests on the individual engineer. 

· Cost adjustment. Drilling costs can vary significantly over time. To build a cost regression model, the costs must be adjusted to a common year basis. Predictions from the model would also have to be adjusted to the desired year. Cost adjustment is easy when historical cost information is available (e.g. drilling rig rates). For other commodities the adjustment is more difficult and can introduce errors. One means to avoid the introduction of cost adjustment error is to estimate models of drilling time instead. Predictions from the model can be used as a basis for time-based costs, and non time-based costs can be added to reach a final estimate.

· Collinearity. When two independent variables are perfectly collinear, the x matrix is not full rank, and the regression model cannot be estimated. This is not a problem because the engineer can simply delete one of the two variables. More common in practice is the case of highly collinear independent variables. In such cases, a common result is that the standard errors of the coefficient estimates become very large, and the variables are then determined to be statistically insignificant. For example, if one were to specify a regression including both measured depth and true vertical depth, it is probable that both variables will be found to statistically insignificant because these variables are highly correlated. Intuitively, the OLS method cannot determine the marginal impact of each variable. Two common solutions to problems of this kind are to (i) drop one of the two variables, or (ii) to combine them in some way into an index variable. Both approaches eliminate the problem. The first approach results in the loss of information in the dropped variable. The second approach retains all of the information, but the structure inhibits interpretation of the individual variable significance. The challenge in drilling settings is that many of the interesting independent variables are highly correlated. Thus, the engineer must carefully weigh competing specifications based on the objectives of the analysis. 

· Exclusion of relevant variables. When truly significant variables are excluded from a regression model, the most important impact on the coefficient estimates is that they will be biased. Therefore, it is incumbent upon the analyst to attempt to collect data on and include all of the relevant variables in the relationship.

· Inclusion of irrelevant variables. If an independent variable is truly unimportant, the results of the regression analysis should indicate this using the tests of statistical significance. But when sample sizes are small, as they often are in drilling data sets, it is possible that one may find a truly unimportant variable to be statistically significant because of sample variation. Therefore, when sample sizes are small, it is not a best practice in regression analysis to start with many independent variables and iterate to reduce the number. Instead, it is better to start with a few variables for which the analyst has strong hypotheses regarding their importance and carefully add additional variables for which hypotheses are less certain.

· Functional form. In this research, a linear model will be specified (below). But as described above, other analysts have employed nonlinear specifications to achieve similar goals. Unfortunately, different functional forms can yield different conclusions. Unless the analyst has definitive knowledge or strong hypotheses regarding a specific functional form, it is most common to specify a simple linear relationship as a starting point.

In summary, it is the authors’ belief that there is no such thing as the “right model,” there are only reasonable and unreasonable assumptions and procedures. In practice, models with different functional forms and independent variables can yield similar explanatory power. 

Case Study for Deepwater Gulf of Mexico

It is helpful to demonstrate the implementation of regression analysis using actual data. To accomplish this, several drilling duration models were estimated using a recent data set of deepwater wells in the Gulf of Mexico provided to the authors by a major deepwater operator. Three models will be presented here.

Data Set

The wells in the data set were drilled in 1999-2008 and represent a variety of well types and complexity. Data fields include basic technical attributes of the wells (water depth, measured depth, closure, number of casing strings, etc.) and binary complexity variables for salt, depleted sands, coring, well type (exploration or development), rig type (floating or platform), etc. Over 30 independent variables were investigated. 

Estimating Procedure

The procedure employed in the analysis paid close attention to the aforementioned issues, and the final results reported here represent a balance of these issues. The first step in each model iteration was to start with a parsimonious model and then to enlarge the model by adding independent variables. A correlation matrix was used to highlight potential problems with collinearity, and variables with high correlations were thoroughly investigated. Some variables that were not statistically significant at the 95% level were nonetheless retained because they were judged to be “clinically” significant based on engineering experience and an overall assessment of intermediate regression results. All of the analysis was done in a desktop spreadsheet application using a built-in regression analysis function.

To protect the proprietary nature of the data supplied by the operator, some of the independent variables were multiplied by a random factor. This changes the value of the coefficient estimate for that specific variable, but does not affect other coefficient estimates, nor does it affect tests for statistical significance. Therefore, while the independent variables listed for each set of model results do represent the final specification, the reader should not rely upon the coefficient estimates reported here for making predictions.


Results and Discussion

Model 1: Trouble Free Time. The dependent variable is defined as the total time from spud to rig release excluding trouble. For wells where trouble is expected to be much smaller or larger than average (e.g. drilling through a very long reactive shale zone), the engineer can use this model to estimate a base, then add on the expected trouble time. The results are presented in Table 1.

Table 1: Regression Results for Model 1: Trouble Free Time

[image: image7.emf]Regression Statistics

Multiple R 0.90

R Square 0.81

Adjusted R Square 0.78

Standard Error 10.89

Observations 65

Coefficients Standard Error t Stat

Intercept 16.1652 8.9285 1.81

Water depth (feet) 0.0005 0.0006 0.84

Drilled Footage (i.e. MD-WD-KB) (feet) 0.0013 0.0003 4.49

Number of Casing Strings 1.3471 0.7551 1.78

Hole Size @ TD (inches) -1.2838 0.5750 -2.23

Salt Drilled / Penetrated (Yes=1, No=0) 9.3322 3.1473 2.97

Depleted Sands (Yes=1, No=0) 6.0485 2.4711 2.45

Coring (Yes=1, No=0) 2.5660 2.6255 0.98

Rig Type (Floater=1, otherwise=0) -7.0752 3.7982 -1.86


The overall explanatory power of the model as given by the R Square statistic of 0.81 is good. The coefficients represent the marginal contribution of the independent variable to the dependent variable, all things being equal. These are studied both for their absolute and relative magnitude, for their sign, and for their statistical significance. An interesting result is that the impact of hole size on duration is negative—bigger total depth hole sizes decreases drilling time (whether cost is increased or decreased is a separate question). As described above, some variables that did not meet the 95% significance rule were retained based on engineering judgment and intermediate regression results (e.g. water depth, coring). Recall, the coefficients have been masked using a random factor to protect proprietary relationships. However, if the coefficients are interpreted as-is for example purposes, the inclusion of a coring job adds 2.57 days to the drilling time of a well, drilling through salt adds 9.33 days, and each foot of water depth adds 0.0005 days.

The model can be used to predict the in-sample observations. That is, we take the independent variables and use the regression equation to predict the drilling duration. These predictions can be compared to the actual durations and plotted to depict the explanatory power. This is shown in Figure 1. Points on the 45 degree line are perfect predictions.

Figure 1: Predictions versus Actuals for Model 1: Trouble Free Time
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Model 2: Spud to Total Depth Time (including trouble). The dependent variable is defined as the total time from spud to total depth including trouble. This model is useful because it excludes activities at total depth which are highly idiosyncratic; it allows different types of wells to be pooled for analysis (e.g. exploration and development wells). The results are presented in Table 2 and the predictions versus actuals are plotted in Figure 2.

Table 2: Regression Results for Model 2: Spud to Total Depth Time (including trouble)
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Multiple R 0.92

R Square 0.86

Adjusted R Square 0.84

Standard Error 11.74

Observations 66

Coefficients Standard Error t Stat

Intercept -6.2914 9.8038 -0.6417

Water Depth (feet) 0.0013 0.0006 2.1723

Drilled Footage (i.e. MD-WD-KB) (feet) 0.0013 0.0003 4.0897

Number of Casing Strings 3.6782 0.8138 4.5199

Hole Size @ TD (inches) -1.3559 0.6262 -2.1651

Salt Drilled / Penetrated (Yes=1, No=0) 8.4219 3.7316 2.2569

Depleted Sands (Yes=1, No=0) 7.2642 2.7509 2.6407

Mud to Drill SWF Interval? (Yes=1, No=0) -8.7239 2.5918 -3.3660

Well Type (Development =0, 1 otherwise) 3.1556 2.2487 1.4033


Figure 2: Predictions versus Actuals for Model 2: Spud to Total Depth Time (including trouble)
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The overall explanatory power of the model as given by the R Square statistic of 0.86 is good. Many of the same variables from the previous specification appear again, while some have been dropped, and some are new. An interesting result in this case is that the use of mud to drill shallow water flow intervals appears to decrease total well time (again, whether cost is increased or decreased is a separate question). 

Model 3: Spud to Rig Release Time (including trouble). The dependent variable is defined as the total time from spud to rig release including trouble. In cases where total depth activities are similar, such a model is appropriate. The results are presented in Table 3 and the predictions versus actuals are plotted in Figure 3.

The overall explanatory power of the model as given by the R Square statistic of 0.80 is good. The list of independent variables is the same as the previous model; this result was not pre-determined, the same procedure of model construction was used. The slightly lower R Square value is indicative of the variation in activities conducted at total depth. 


Table 3: Regression Results for Model 3: Spud to Rig Release Time (including trouble)
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Multiple R 0.90

R Square 0.80

Adjusted R Square 0.78

Standard Error 15.77

Observations 66

Coefficients Standard Error t Stat

Intercept -0.1738 13.1734 -0.0132

Water depth (feet) 0.0025 0.0008 2.9771

Drilled Footage (i.e. MD-WD-KB) (feet) 0.0022 0.0004 4.9512

Number of Casing Strings 2.3916 1.0935 2.1872

Hole Size @ TD (inches) -1.7532 0.8415 -2.0835

Salt Drilled / Penetrated (Yes=1, No=0) 5.5561 5.0142 1.1081

Depleted Sands (Yes=1, No=0) 9.5938 3.6963 2.5955

Mud to Drill SWF Interval (Yes=1, No=0) -6.7444 3.4826 -1.9366

Well Type (Development =0, 1 otherwise) 2.7868 3.0216 0.9223


Figure 3: Predictions versus Actuals for Model 3: Spud to Rig Release Time (including trouble)
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Prediction Ranges

The attractiveness of regression analysis is clear. Models can be constructed for various dependent variables based on historic data. Individual hypotheses can be tested regarding intrinsic project attributes (e.g. water depth) and design choices (e.g. casing strings, hole size at total depth). 

In addition, the regression model can be used to generate predictions and prediction ranges for new wells (see Equation 5). If the engineer is interested in predictions for only one well, this method is attractive: there is no need to specify input distribution shapes and parameters, no need to specify dependencies, and no need to run Monte Carlo analysis. This computation is standard in most commercial statistical software packages, but it is also straightforward to make the computation in more common spreadsheet applications using the matrix functions. 

In Figure 4, the relationship between the prediction range and the underlying data set is depicted. As one moves farther away from the center of the data set (the extreme left and right of the x-axis), the prediction range widens. This widening reflects increased uncertainty for projects to be executed outside of the historical experience. In some cases, the widening of the prediction range is not significant, while in other cases it may be quite dramatic. 

An example of a worksheet tool developed from the above regressions is depicted in Figure 5. Using this tool, the engineer can quickly develop estimates for the expected value and the desired probability ranges, and observe the sensitivity of estimated duration to alternate independent variables for the well. 

If the engineer requires multiple simulations for a prospective well, the variance of the forecast can be sampled repeatedly. For example, the engineer may design a probabilistic forecast for a n-well campaign using m Monte Carlo style simulations. The regression model can be used to compute the expected value, and the variance can be sampled and used to compute an individual well duration. After this is repeated n times for m simulations, a probabilistic range can be computed for the campaign. This procedure is also described in Jablonowski, Ettehadtavakkol, and Ogunyomi (2009). 

Figure 4: Depiction of Prediction Range
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Figure 5: Sample of Prediction Tool for Model 2: Spud to Total Depth Time (including trouble)
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Intercept

1

Water Depth (feet)

5000

Drilled Footage (i.e. MD-WD-KB) (feet)

10000

Casing Strings

6

Hole Size @ TD (inches)

8.5
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1
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0

Mud to Drill SWF Interval? (Yes=1, No=0)

0

Well Type (Exploration=1, Otherwise=0)

1

MODEL OUTPUTS

Spud to TD Days      

(w/ Trouble)

P10

37.3

Expected Value 53.7

P90

70.1


Benchmarking 

The prediction range can be used to benchmark estimates. Benchmarking is a best practice that can serve as a check for errors and omissions. Also, when large deviations occur between an estimate and a predicted value, and when errors and omissions have been excluded as the cause, the engineer must seek to understand and explain the deviation. This process often leads to interesting observations about the project. Benchmarking can also help to increase transparency and to explain estimates to others in the drilling organization, to asset teams, managers, review boards, and other stakeholders. 

If the regression model is based only on internal data, the benchmarking reveals information about the prediction relative to the operator’s previous performance. If external data is obtained and models re-estimated, then the benchmarking analysis can yield insights regarding the drilling organization’s cost and schedule competitiveness with other operators. 

Other Applications

Once regression models are estimated, they can be used in field development planning and optimization. The equations can be entered directly into optimization models which are then used to quickly evaluate various competing development scenarios. The prediction range also facilitates uncertainty analysis. This eliminates the need for cycling back to the drilling organization for estimates for every scenario, thus expediting and enabling more cases for analysis, a critical success factor in concept selection. 

Conclusion 

This paper demonstrates how regression analysis can be used as an analytical tool and as a means to develop probabilistic estimates. Regression analysis is appealing because it can be applied with relatively little information, and it can be used to develop estimates in a systematic way. Regression based probabilistic ranges can be used for internal benchmarking of bottom-up estimates to prevent major errors and omissions. External benchmarking can reveal information about an operator’s cost and schedule competitiveness.
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